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Abstract

A company’s future is almost impossible to predict, and the fluctuations of a stock price are only testament to that. Ideally, one would like to be able to have some sort of indicator of how a company’s stock is going to act. Sentiment Analysis, a way to classify text by polarity (e.g. positive, negative) has been used as a valid indicator of stock prices in the past. The goal of this project is to use sentiment analysis to determine the validity of public sentiment found on microblogging sites, such as Twitter, as an indicator of a company’s stock behavior. This project focuses on whether the microblog sentiment of specific geographic locations has any correlation to the stock price of companies from a particular sector from Standard & Poor’s 500.
1. Introduction.
        In the past, public opinion has been suggested and generally accepted as a possible indicator of a company’s stock behavior [1]. In recent years, there has been an emergence of number of platforms in which a person can share their opinions, and a surge in their popularity. More specifically, Twitter, a microblogging site where users can post short messages about almost anything - including their opinions of specific companies - has grown in prominence, and it can be argued that Twitter posts by a user are an accurate representation of a said user’s opinions and thoughts. Our work hopes to figure out if sentiment about a particular company, found on Twitter, can be used to serve as an indicator of a company’s stock market prices. More specifically, we hope to compare the twitter sentiment found in different geographical locations to the stock price of a specific company over time, and see whether one location has a consistently stronger correlation than another. We use company related Tweets using a keyword search to find the tweets. We hope to answer the following objectives if a certain geographical location’s tweets correlates to a particular company’s stock price? If a certain geographical location’s tweets has more weight on predicting a particular company’s stock price?
2. Related Work.
      Many work has been done on correlating public sentiment and stock price. The microblogging site, Twitter, has been used to obtain the public’s mood for elections [5] and other particular events, and the idea of using sentiment found on Twitter and comparing it to a stock’s behavior is not new. Even stock market prices are somewhat determined by public mood [1]. There is a strong indication that it may be possible to predict stocks prices to a certain degree using sentiment analysis. Work has been not been done on correlating a specific location’s sentiment affecting a company’s stock behavior.

      Twitter doesn’t provide many demographical options, such a gender and ethnicity. Research has been done to find the users demographical information [1, 7]. Previous work has been done on using the user’s self-reported geographic location and seeing if the demographic can be accurately represented by Twitter; it was found out that Twitter sampling that represents 1% of the United States population is biased. No recent papers on geographical sampling expressed explicitly that sampling was biased [2]. Other work has been done on geographic locations as well, this was a worldwide study and included geographical locations on user’s offline twitter locations [7].  Our work applies the geographical technique from [2] to obtain locations to locate the most populous cities.
3. Problem Formulation.
Although there is a general consensus among both computer science and economic communities that there is a correlation between the Twitter sentiment of a particular company and its stock price behavior, little work has been done to actually expand on this topic. There, for instance, is no time frame as to how long it takes for a company’s stock to act in accordance to its associated twitter sentiment, or if there is any demographic on Twitter that does a slightly better job of predicting a stock’s behavior than another.  We hope to develop a more precise explanation - using sentiment analysis, sorted by geographic location - as to why Twitter can be used for stock prediction, and in what ways can we make data mining via twitter more efficient. We also attempt to establish a methodology that can be used for tracking attitude of a particular company found on Twitter and a stock’s behavior.

4. Methods.
     For our experiment to be properly set up, we had to go through a number of steps in order to select a domain, geographical locations and a specific company for our experiment.
4.1 Stock Market Sector.
     A share of stock is literally a share in the ownership of a company. When a person buys a share of stock, that person is entitled to a small fraction of the assets and earnings of that company. This means that the more a company earns then that person will invest in stocks since they hope the company will do well. A source of company earning is from selling products and services; which is affected by consumer purchases. This means, however, that the more positive the consumer’s view of a company and its potential earnings, there may be a higher demand for the stock of said company, and, in turn, the opportunity to raise the price of a company’s stock is presented. Essentially, this means that a company’s reputation among consumers can influence its earnings both indirectly and directly.

      The first challenge of our experiment was choosing a company to study; this company’s stock price and behavior would have had to be tracked and recorded, and later graphed in order for us to analyze it alongside the graph of its associated Twitter sentiment.

      As the above requirements are somewhat specific, and as there are thousands of companies trading stock right now, we had to narrow down the search in order to get more suitable candidates from Standard & Poor’s 500. A specific sector was chosen, and companies falling into that sector were considered. Our sector of choice was food and restaurants, simply because there was a limited possibility of advertising-related post and non-relevant posts to be streamed into our dataset, unlike tech companies or TV companies that have more of an online presence. From previous works, it was very common to use the Standard & Poor’s 500 to compare stock price and mood/sentiment [6], so we decided to draw our companies from that list when deciding which one we would actually choose.

       We selected tweets based on company name keywords, stock ticket symbol, and uniquely named popular food items for example Frappuccino or Happy Meal. Stock ticket symbol have been commonly used to search stock related information about a tweet [4]. We decided to take this into consideration since previous studies have used this technique. Our goal is to find as many stock related tweets as possible in order to represent the full sentiment of a company on Twitter.

4.2 Geographical Location.
      As mentioned earlier, there has been some work linking tweets and the stock market already. It is somewhat accepted in the research community that Twitter, among other social media sites, can, in some situations, serve as a replacement for the general public, and polls and questionnaires can now be performed with online media as a platform. However, because of the relatively new emergence of social media, there is still much growth for improvement in terms of research, data mining, and a number of other things.

      One of our main objectives is finding out whether tweets from one location has a better correlation to a stock’s price than another, and possibly investigate why. Our experiment relied on not only taking the general sentiment found on Twitter, but also dividing this sentiment into different geographical locations. Twitter users have a choice to report their geographical location on their profile. We collected the location when streaming the tweets, and kept a tally on how many tweets each location had. Once all the streamed tweets were processed, and all of the self reported locations had a count of the tweets from users of that location, we simply chose the 5 cities that had the highest number of tweets, and used that. Originally, it was proposed to only filter out tweets from 5 prespecified cities - to be more specific, the five cities that contribute most to the American GDP - but previous work suggests that Twitter population is not necessarily representative of the American population, and any of the cities we proposed may not have had as large of a Twitter presence as we originally thought.   

4.3 Sentiment Analysis.
      Sentiment analysis is the process of taking in some form of text and, based on the content, outputting whether the text has an overall positive or negative sentiment. There are many different techniques and implementations of sentiment, but, for our project, we opted to use an approach called the lexicon-based approach. 
      The lexicon based approach is fairly simple; a dictionary was provided by SentiWordNet, and said dictionary provides thousands of “synsets”. These synsets include the definition, the positive and negative score of that definition, and every word and synonym that accurately fits into that definition. For our project, we took every tweet and divided into a list of words; each word was then looked up in our dictionary, and its associated positive and negative score were recorded. Doing this to every word gave us a numerical average for the total tweet, and we simply used those averages to track and graph the sentiment over time.

5. Implementation.
      The first, and arguably one of the most important, steps to our experiment was to obtain tweets to run through our code. Because of the lack of usable Twitter datasets, it was necessary to make our own; to do this, the Tweepy API was used to stream tweets containing relevant information to our project, and additional code wrote the tweet information to a text file. In addition to the tweet itself, the username, follower count, timestamp, and geographic location were recorded as well. The text file containing all of the tweets was pre-processed in a number of ways, such as the removal of non-alphanumeric characters and the lowercase of all characters. 

      Once we had our text file, it was necessary to run the tweets themselves through our classifier. As mentioned before, a lexicon based approach was employed; each tweet was given a score based on the positive and negative scores of every word found in that tweet. Performing this process on every single tweet resulted in a list of their sentiment scores. The timestamp of every tweet was stored in another list, and both were used to plot the sentiment trend of a particular company found on twitter.

      As the main focus of this study relied heavily on the Twitter sentiment found in a particular geographic location. The Google Geocoding API was utilized to search for locations since self-reported geographic location are not uniform and may contain random characters and abbreviations. The tweet linked to that geographic location was only kept if the location given was a valid city in the United State. A dictionary consisting of a tweet’s location, score, and time stamp was created, and this was used to create our graphs, with each geographic location having its own graph.
5.1 Sentiment Analysis

      For the sentiment analysis of tweets, we used SentiWordNet, a library words marked with positive and negative sentiment scores.

6. Current Experimental Results.
    Figure 1 is our preliminary results for about four hours. Because of the limited time that the results collected, they can be said to currently be inclusive. Each of the top five cities are above, in the order of New York, NY, Washington DC, Chicago, IL, Los Angeles, CA, and Austin, TX. Each of the above graphs has a timeline of about four and a half hours, with each graph starting initially at 8:30 am and ending at 12:50 pm. We only have a limited dataset, and our results are inconclusive, we have made exceptional progress in regards to the project experimentation. The only limitation is time and processing power of the computer. In the future, we hope to revisit this project with much more data, and hopefully attempt to make conclusions about possible correlations. 
7. Discussion/Future Work
     As we are still collecting our data, our results cannot be said to be conclusive. A number of setbacks prevent us from running our code on a large number of tweets in a short period of time; the tweets, in order to be accessible in a text file, must be streamed in real time. This causes a restriction of how much data we can use, simply because we can only collect it one day at a time in order to have a complete dataset. Twitter REST API restricts data access and in addition, working with the Google Geocoding API also forces an access restriction. The API limits users to only 2500 location searches every 24 hour period, and that served as a bottleneck as well. 

     We would also improve our sentiment analysis technique because we have high word precision but it lacks the whole meaning of the sentence. Future work would improve the implementation by including Porter Stemming.
     We hope to find stronger correlations with Twitter sentiment and a company’s stock price, given a geographical location. We also hope to explore the following questions: 
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How does twitter sentiment affect a domain’s stock price?
· Does geographical twitter sentiment have any predictive power on a particular stock price?
· Is Twitter sentiment predicative of one domain’s stock price over another domain’s stock price?
· Is Twitter sentiment predicative of a particular company’s stock price?
8. Acknowledgements
This research is part of a Research for Undergraduates Experience at the University of Missouri funded by the National Science Foundation. We would like to thank Dr. Yi Shang at the University of Missouri for making this experience possible and for his mentorship through this research process. Also, special thanks to Zhaoyu Li at the University of Missouri for his mentorship. Zhaoyu Li was the person who had help us relate our work to the stock market and gracious thank him for his support and help. Finally thank you to the National Science Foundation for funding this experience for us.

9. References
[1] Bollen, Johan, Huina Mao, and Xiaojun Zeng. "Twitter mood predicts the stock market." Journal of Computational Science 2.1 (2011): 1-8.
[2] Mislove, Alan, et al. "Understanding the Demographics of Twitter Users."ICWSM 11 (2011): 5th.
[3] SentiWordNet http://sentiwordnet.isti.cnr.it/
[4] Sul, Hongkee, Alan R. Dennis, and Lingyao Ivy Yuan. "Trading on Twitter: The Financial Information Content of Emotion in Social Media." System Sciences (HICSS), 2014 47th Hawaii International Conference on. IEEE, 2014.
[5] Bollen, Johan, Huina Mao, and Alberto Pepe. "Modeling public mood and emotion: Twitter sentiment and socio-economic phenomena." ICWSM. 2011.
[6] Zhang, Xue, Hauke Fuehres, and Peter A. Gloor. "Predicting stock market indicators through twitter “I hope it is not as bad as I fear”." Procedia-Social and Behavioral Sciences 26 (2011): 55-62.
[7] Kulshrestha, Juhi, et al. "Geographic Dissection of the Twitter Network."ICWSM. 2012.
Figure 1. Sentiment of Starbucks Corporation by city. Last graph is stock price. 








